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ABSTRACT
In the foundation models era, efficiently processing multi-modal
data is crucial. This tutorial covers key techniques for multi-modal
data processing and introduces the open-source Data-Juicer system,
designed to tackle the complexities of data variety, quality, and
scale. Participants will learn how to use Data-Juicer’s operators and
tools for formatting, mapping, filtering, deduplicating, and select-
ing multi-modal data efficiently and effectively. They will also be
familiar with the Data-Juicer Sandbox Lab, where users can easily
experiment with diverse data recipes that represent methodical
sequences of operators and streamline the creation of scalable data
processing pipelines. This experience solidifies the concepts dis-
cussed, as well as provides a space for innovation and exploration,
highlighting how data recipes can be optimized and deployed in
high-performance distributed environments.

By the end of this tutorial, attendees will be equipped with
the practical knowledge and skills to navigate the multi-modal
data processing for foundation models. They will leave with ac-
tionable knowledge with an industrial open-source system and
an enriched perspective on the importance of high-quality data
in AI, poised to implement sustainable and scalable solutions in
their projects. The system and related materials are available at
https://github.com/modelscope/data-juicer.
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TUTORIAL OUTLINE
1. Introduction and Overview: Multi-modal Data Processing and the
Data-Juicer System
We will begin with an overview highlighting the importance of
heterogeneous, high-quality datasets for advancing large generative
models [3, 8, 13, 17], shifting from traditional unimodal data to
multi-modal cases. We will explore the challenges of multi-modal
data processing, such as improving data quality, handling large
volumes, and integrating cross-modal information.

Then, in the context of foundation models, we will discuss the
evolution of related data processing framework [1, 5, 10, 18, 19],
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and key techniques for managing data quality, quantity, diversity,
privacy, and processing challenges [2, 6, 7, 9, 11, 12, 14–16, 20].
Next, we will introduce the open-source data processing system,
Data-Juicer [4], designed for foundation models. An outline of Data-
Juicer’s architecture, target users, practical applications, and key
features will set the preliminaries for its use in subsequent sections.

2. Building Blocks of Data Processing: Data-Juicer’s Operators
We’ll introduce Data-Juicer’s operators, the key to streamlining
multi-modal data processing for foundation models. These atomic
units—equipped with models or algorithms—address various data
scenarios, offering workflow simplicity, flexibility, and scalability.

Specifically, we’ll demonstrate five types of operators: Formatter,
for standardizing raw data; Mapper, for editing and augmenting;
Filter, for assessing targeted metrics and discarding unqualified
data; Deduplicator, for removing duplicates; and Selector, for tar-
geted sampling. Operators allow customization of pipelines to fit
various tasks, adapting to the scale and complexity required. Partic-
ipants will learn to apply these operators effectively, with practical
examples and industry tips.

3. Composing Atomic Capabilities: Data-Juicer’s Data Recipes
We will delve into Data-Juicer’s Data Recipes, which are structured
operator sequences establishing versatile, trackable data workflows.
This part will cover their purpose, structure, and merits, showing
how to craft workflow definitions and manage data mixtures.

Attendees will gain hands-on experience with Data-Juicer’s con-
figuration system, learning to utilize and adapt built-in recipes.
Code snippets and tips on customizing recipes will be provided,
emphasizing practical reuse and customization.

4. Exploring Data Recipes: The Data-Juicer Sandbox Lab
The Data-Juicer Sandbox Lab is a key innovative part for fostering
experimental learning, and developing effective data recipes. At-
tendees will experiment in an integrated ecosystem of open-source
models, datasets, and benchmarks. The lab encourages cost-efficient
data-model co-design with a focus on using compact datasets
and models for rapid prototyping. Enhanced by user-friendly co-
development tools, visualizations, tracers, auto-evaluators, and au-
tomatic hyper-parameter tuning, the lab accelerates the data science
exploration process.

5. From Exploration to Production: High-Performance Data Factory
Transitioning from the exploration of promising data recipes to
their application in large-scale production scenarios is a critical step
in the data processing lifecycle. Our tutorial will address taking data
recipes from trial to large-scale use, focusing on efficient practices
like Data-Juicer’s operator fusion and concurrent optimizations
such as multiprocessing and GPU acceleration. We will also discuss
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distributing processing using modern infrastructures like Ray 1, and
Alibaba Cloud’s PAI-DLC 2 to boost scalability and performance.

6. Use Cases: From Text to Video Data Processing
Our exploration will guide participants from pure text data to multi-
modal (text-to-X) data for foundation models. This journey empha-
sizes the evolution from basic textual characteristics to complex as-
pects such as time dependencies, spatio-temporal synchronization,
and integrating cross-modal information. Throughout this section,
we will present multiple case studies and delve into data process-
ing strategies, covering the entire spectrum from pre-training to
fine-tuning, and drawing upon diverse data sources such as web
content, books, code repositories, image-text pairs, scientific charts,
and openly available videos.

Finally, we will showcase that by utilizing Data-Juicer recipes,
which are designed to improve the quality, diversity, and alignment
of data, various state-of-the-art foundation models can achieve
notable enhancements in performance and training efficiency.

8. Conclusion and Resources
In concluding this tutorial, we will recapitulate the benefits that
Data-Juicer provides to the realm of data processing. Furthermore,
we will outline a collection of open problems and potential research
directions, informed by a synthesis of industrial experiences and
academic insights.

Attendees will be furnished with a collection of resources, includ-
ing online Jupyter Notebook tutorials, comprehensive Data-Juicer
documentation, curated “awesome lists”, and a guide to pertinent
data processing competitions for foundation models. This not only
marks the culmination of our tutorial but also the beginning of a
new chapter in attendees’ journey toward mastering multi-modal
data processing.
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